
Intended research activity
Abstract
I propose to bring neuromorphic computational architectures for cognition into the sphere of everyday human 
life, where they may find the input they may need to grow into roles relevant to people. I will experiment with 
a form of coupling of neural hardware to humans where behaviour is tightly coupled but mutual expectations 
are liberal. I question whether such computational machinery, allowed to influence a human's behaviour, can 
be adopted by them as part of their cognitive resources.



Background to the proposal
Since achieving my PhD I have been working on a silicon chip prosthetic replacement for a brain circuit 
(Bamford et al. Submitted). We have recently achieved the goal of a real-time closed-loop replacement of a 
learning function of the cerebellum in an anaesthetised rat. The chip I designed is capable of learning the 
precise timing of a response to paired stimuli presented to the rat and detected from electrodes in sub-
cerebellar nuclei, and of eliciting eye-blink responses. Thus it mimicks the learning performance of a circuit in 
the cerebellum, were that function not deactivated by anaesthesia (publication pending – the experiment is 
described in Bamford et al. Submitted, and Prueckl et al (2011; I am a co-author) describes in vivo success 
with a software model; in vivo success with my chip is more recent and we are in the process of submitting 
this work for publication). This success is comparable to that of Berger et al. (2011) in demonstrating the 
feasibility of rehabilitating the function of a circuit internal to the brain, and a significant technological first for 
us is replacing the brain as the substrate of a learnt memory. Despite achieving this success, if I had to 
summarise the most important lesson I've learnt it would be that it's very difficult to physically intervene in the 
brain in a beneficial way. The difficulties include physical issues such as reaching internal parts in the brain 
without damaging intervening tissue, and matching the scale and subtlety of the connections to that of the 
neural tissue; they also include algorithmic difficulty such as working with local signals which depend on 
global brain state, and reducing the complexity of brain functions so that they can be understood and 
modelled. Nevertheless, neural engineering offers much promise for both rehabilitation and enhancement of 
physical and cognitive abilities. 

Prosthetic and neuroprosthetic technology is just the thin end of the wedge when it comes to using 
technology for enhancement of functions. From our origins onwards, we humans have surrounded ourselves 
with technological aids which extend our abilities, both physical and cognitive. Especially in the age of smart 
phones it's possible to think for example of our memory as consisting not only in our brains but also in 
external memory aids with which we surround ourselves. There is a trend in cognitive philosophy towards 
recognition of cognition as intimately linked to and consisting in the environment rather than purely within the 
brain (Clark 2008). The natural boundaries offered by the skin seem to count for little when considering 
issues such as where the short-term memory necessary for cognitive tasks is stored. Reconsideration of 
cognition is coupled with reconsideration of the elusive concept of consciousness, with  Noë (2009) arguing 
that consciousness cannot be understood just by focusing on the brain, but as a process which consists in 
the interaction between a person (or animal) and the world.

The field of neuromorphic engineering, in which neural function is modelled by physically analogous 
electronic circuits, (Mahwold and Douglas 1991; Bamford et al. in press), has developed hardware for 
sensory systems, such as retina-like vision sensors (Lichtsteiner et al. 2008) and stereotyped 
transformations characteristic of the mammalian early visual system (Serrano-Gotarredona 1999; Bamford et 
al. 2010). Currently the focus in the field is turning towards cognition (Indiveri et al. 2009). At the same time, 
the field is diverging technically. One trend is  towards biological coupling and neuroprosthetics (Vogelstein 
et al. 2008), and another is towards large-scale and ultimately brain-scale neural simulators and 
neuromorphic hardware (Seo et al. 2011, Rast et al. 2008). Regarding the former trend, from a neural 
implant, which is engineered to directly act upon the human nervous systems or to elicit bodily movements, 
we rightly demand well-designed, well-understood, robust and repeatable behaviour with safety 
mechanisms. To achieve these aims it's difficult to admit some of the potential strengths of neuromorphic 
technology, i.e. emergent rather than programmed computation, and error-tolerance through averaging and 
feedback rather than through reliable primitives. Regarding the trend towards scaling up, whilst a certain 
amount of computational resource and complexity is no doubt useful, I don't believe that simply enlarging 
systems all the way to the scale of the human brain is the most useful project at this point; we already have 
simulators capable of simulating more neurons and synapses than there are in the simplest of organisms, 
and yet we can't match their contextual intelligence and independent behaviour through these simulations. 
Focusing on the macroscopic organisation of the brain is also not the whole story; octopii are a good 
example, having not only 1000 times less neurons than our nervous systems but also a completely different 
neural architecture, yet they exhibit behaviour which we recognise as intelligent and surprisingly easy to 
anthropomorphise (Mather et al. 2010). 

Rather than scaling up our systems, we need better theories on how cognition is achieved. The project in 
which I'm currently involved departs from the approach in which we along with most neuromorphic engineers 
have been involved until now of modelling neural networks at the level of neurons and synapses. Instead we 
are working from the understanding gleaned from microscopic models (Giulioni et al., in press; I am 
acknowledged as a contributor). Populations of recurrently connected neurons may be collectively either 
active or inactive and may transition between these attractor states either directly due to input or else 
spontaneously, with frequencies which can vary over many orders of magnitude, thus displaying emergent 
behaviours which are not present at the level of single neurons; it's possible to map dynamics at this level of 
description to several experimentally observed phenomena (Braun and Mattia, 2010). My colleagues and I 
have started to model networks of primitives which represent populations of neurons with the above 



properties, and to design neuromorphic hardware based on these models. We see this as a valid step 
towards bridging the aforementioned theory gap.

Research proposal
I take seriously the view that cognition and consciousness cannot be explained as internal properties of a 
machine, and further I expect that we will recognise intelligence in agents who act within human 
environments. Therefore, although our current approach is valuable, it is not the whole story. In my opinion, 
the time is right to bring these developing computational approaches into the human world. One common 
way of doing this is to attempt to use computational approaches in controllers for robots (Ruesch et al. 2008); 
however there is a difference between having a presence in a world populated by humans and being 
adopted as part of a human's cognitive machinery. Neural prosthesis, however, is not an appropriate test 
bed, partly because, as mentioned above, hardware which breaches the skin barrier should be designed with 
no room for error and thus no room for experimentation, and moreover because by the time a prosthesis 
application is defined, there are very tight constraints on the required input-output mappings, leaving little 
room for learning, and no room for emergence of dynamics, strategies and goals. When a child is born, by 
contrast, we have no initial expectations of mature behaviour, but rather we support and encourage children 
with gentle feedback through extensive periods in order for them to acquire the understanding and contextual 
knowledge that allows them ultimately to behave in ways we consider intelligent. Further, considering the 
view that cognitive tasks do not respect the boundaries of the skin, this suggests that there is unexplored 
scope for building machinery which could contribute to cognitive tasks, which is kept external to the nervous 
system, yet which is in close communication with a human, such that (a) it has the opportunity to learn about 
the human world, and (b) the human would have the opportunity to incorporate it into cognitive tasks, and 
therefore in some sense adopt it as part of their mental machinery. 

I present one possible incarnation of this idea as an example, though many others are possible. A pair of 
spectacles could be fitted with a transparent display over one lens and retinomorphic vision sensors 
(Lichtsteiner et al. 2008) pointing both inwards towards the eye of the user and outwards towards the scene 
they are viewing. The sensors and display would be attached to computer hardware (ultimately 
neuromorphic but with standard processors in a first iteration). The hardware would operate a salience 
detection algorithm over the outward view in order to decide on a locus of attention, which would be lit up as 
a point on the display. The inward view would be used to track the eye of the user, allowing some feedback 
which could be used in a semi-supervised learning algorithm (Brader et al. 2007) to guide the salience 
detection. A salience detection algorithm has already been applied over the input of a neuromorphic vision 
sensor (Indiveri et al. 2001). Interestingly the "winner-take-all" algorithm used maps well to the coupled 
attractor units which we are now modelling. This model could however be extended to allow more 
representations of the visual inputs to develop and to affect salience detection, up to the limits of the device 
resources. What would such a system achieve? The (neuromorphic) hardware would be given continuous 
access not just to the real world but also to a human point of view, and would have continuous feedback on 
what its human user focuses their attention on. If the human's focus were used as strong error signal to 
correct the behaviour of the salience detector, then the best result might be that the hardware learnt to mimic 
the user, in the unlikely case that it developed all the scene and context understanding necessary to interpret 
the scene (and ignoring the fact that the humans' gaze behaviour would not be dictated solely by visual 
input, but by other sensory modalities as well as internally held goals.) However, weakening the learning 
signal may, together with use of the display, allow an altogether different and more complex dynamic. The 
currently chosen focus of the hardware could be displayed on the transparent screen, thus giving the user 
immediate feedback about the focus of the hardware. The user may decide to follow the "gaze" of the 
hardware, and in so doing the gaze behaviour of the user would be modified. This in turn would become 
input to the hardware, potentially giving the hardware access to immediate feedback about the user's gaze 
behaviour in relation to its own. In this way the hardware would have not only continous guidance in terms of 
human focus but also the ability to influence the user. At best the user might find the additional input towards 
exploring their visual scene to be instructive or amusing and they may naturally incorporate the new 
computational resources available as part of the cognitive machinery they bring to the everyday task of 
exploring and interpretting the world as it appears to them through the visual sense.

Evaluating a system with few constraints on expectations will be challenging, and will ultimately involve 
psychological assessment of the user as well as observing the development (due to neural plasticity) of the 
computational substrate. However, the benefits of attempting to work in this space may be to bring neural 
computation and neuromorphic engineering into a domain where cognition can develop and moreover be 
recognised as such, and pave the way to seamless adoption of external neural computational resources into 
the cognitive complement of the populace.

Bamford (in press) is a philosophical paper I was invited to write, which approaches the ideas in this proposal 
from a complementary point of view.
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